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Semantic import of tagged PDF documents

Matthias WERNER

TAGPAX is an experimental LualATEX package for assembling fully
tagged pdf documents. It imports pages, logical document structure and
navigation into a new master document.

The package is part of the osglecture bundle, but can also be used

independently.
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1 Purpose and scope

1 Purpose and scope

It is often the case that finished PDF documents are embedded into others, for example in
proceedings and anthologies. Andreas MATTHIAS’s comprehensive package pdfpages’ has
proven useful for this purpose. To extract PDF annotations from the embedded documents-—for
example, to create combined tables of contents-—you can also use Ulrike FIsCHER’s newpax?
or its Java-based predecessor project, pax,? by Heiko OBERDIEK.

However, there is a problem from an accessibility perspective: Even if the embedded docu-
ments are correctly tagged (via \MetaDocumentdata), this information is lost during embedding.
This was the impetus for the creation of TaAGrax, which allows tagging information to be
incorporated into the overall document.

This package is not a substitute for the pakets pdfpages and pax/newpax mentioned
above. It is (at least for now) designed only for the specific use case of including complete,
correctly tagged PDF documents in their original page order. The various options for
further manipulation are not available in TAGPAX.

When a subdocument is embedded, its outer Document structure is removed; its children are
attached to the master under a new Part. Existing MCIDs are preserved in the process.

2 Usage

2.1 Quick start

Enable PDF management and automatic tagging before the document class in both the subdoc-
uments and the master document using \DocumentMetadata{tagging=on}.

\DocumentMetadata{tagging=on}
\documentclass{book}
\usepackage{tagpax}

To embed a tagged document, first extract the semantic intermediate representation using
\tagpaxextract, and then import the complete document using \tagpaxinclude.

\tagpaxextract[paper.tagpax]{paper.pdf}
\tagpaxinclude[ir=paper.tagpax]{paper.pdf}

The importer creates a fresh Form XObject for every source page, sets /StructParents before
the Form is written and reconstructs page-stream MCRs below a new Part. Explicit nested /Stm
streams are not yet importable by the current MVP.

1. on CTAN as pdfpages: https://ctan.org/tex-archive/macros/latex/contrib/pdfpages
2. on CTAN as newpax: https://ctan.org/tex-archive/macros/latex/contrib/newpax
3. On CTAN as pax: https://ctan.org/tex-archive/macros/latex/contrib/pax


https://ctan.org/tex-archive/macros/latex/contrib/pdfpages
https://ctan.org/tex-archive/macros/latex/contrib/newpax
https://ctan.org/tex-archive/macros/latex/contrib/pax

2 Usage

2.2 Optional PDFPAGES compatibility

For a quick migration, the package option pdfpages = true can provide the familiar \includepdf
syntax. It supports only linear full-document import with pages = {-} and pagecommand. The
option does not load pdfpages; actual Form creation remains the responsibility of the native
importer.

\usepackage[pdfpages]{tagpax}
\includepdf[
pages=-,
pagecommand={\thispagestyle{empty}}
1{paper.pdf}

Do not enable this option together with the real pdfpages package; doing so could cause
problems. If tagpax detects pdfpages, it disables its compatibility directive and issues a
warning. In such a document, use only \tagpaxinclude for semantic imports.

Options such as nup, booklet, signature, arbitrary page selections, and repeated pages
are rejected because (at least for now) complete linear posts are required.

2.3 Configuration

To ensure that the structures are correctly integrated into the target document, the tagging can
be configured.

\tagpaxsetup{
heading-map = {H2=chapter,H3=section,H4=subsection},
toc-depth = H4,
bookmark-depth = H5

}

The key heading-map maps PDF heading roles to LaTeX table-of-contents levels. toc-depth
and bookmark-depth set the maximum depth for the visible table of contents and PDF bookmarks
independently. Heading roles in the imported structure tree are not changed.

2.4 Command Overview

Overall, the TAGPAX package provides the following macros:

\tagpaxextract[{output file)1{(pdf file)}
Extracts the canonical intermediate representation from (PDF-Datei). If (Ausgabedatei) is not
given explicitly, the filename is derived from the PDF file.
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\tagpaxinclude[(ir=Metadaten-Datei) 1 {{pdf file)}

Imports (pdf file) with the native linear importer. An existing intermediate representation can
be selected with ir. The layout key additionally requests tagged imposition, e.g. layout=4 on 1
places four equal source pages per target sheet in a 2x2 grid (supported values: 2, 3, 4 and
6 on 1). For 2 on 1and 3 on 1, a |ruled suffix (layout=2 on 1|ruled) can be appended to
reserve a ruled note area next to each source page; a |notes suffix that would instead place
collected \Note remarks there is not implemented yet. Without layout, every source page is
placed on its own target sheet, as before.

\tagpaxlastprefix
Expandable. Returns the internally assigned prefix of the most recently executed \tagpaxinclude
call - e.g. to log it externally and reuse it in a later run.

\includepdf[{options{(pdf file)})]
Exists only when the pdfpages package option is set. It directly imports the specified file.
pages = {(page range)} Default: -
Page selection; no other value is possible.
pagecommand = {(expression>} Default: {\thispagestyle{empty}}
Declares IATEX commands, which are executed on each sheet of paper.
Other PDFPAGES options are not valid.

\tagpaxsetup{(options)}
Sets global import and navigation options.

heading-map = {{mappings)}
toc-depth = {(header level)}
bookmark-depth = {(header level)} See Section 2.3

3 Developer manual

3.1 Development status

The current state is suitable for experiments with self-generated, correctly tagged documents.
A semantic roundtrip is tested by 13build check -c roundtrip. Page-stream MCRs, link
annotations and local destinations are reconstructed. Explicit nested Form XObjects remain
outside the supported import profile.
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3.2 Architecture

semantic layer

Validation
Tagged source PDF . .
Inspector Canonical IR and planning
, structure, .
,pages s r,uc l.”e tagpax. lua .tagpax / Lua tables validate.lua
links, destinations

import.lua

raw page coptent only

____________________________________

2. Write and bind
page Forms,
geometry, MCID bindings and

ParentTree arrays

1. Reserve __
3. Finalize
StructElems and

ordered

MCR/OBJR slots destinations,
annotations

TeX-facing execution

Isolated

. Tagged master PDF
tagpdf bridge 88
. one StructTreeRoot
explicit parents, dp {Tree
and Paren
deferred references

LaTeX PDF management / tagpdf ownership

Source semantics are read once by the inspector and then passed through a canonical IR.
The page writer reopens the PDF only for page content and geometry; it does not rediscover
structure or navigation.

Layer Input Responsibility

Inspector PDF object graph Normalise structure, streams, destinations and annotations
Canonical IR Plain Lua tables Stable semantic document graph

Transformations Canonical IR Unwrap Document, create contribution Part, navigation
Import plan Transformed IR + bindings  Resolve source streams to target Forms

Backend plan Import plan Order PDF-writing operations

Backend Backend plan Emit Forms, StructElems, MCRs, OBJRs and ParentTree entries

The architectural rules are:
« semantic processing after inspection use the canonical IR;
+ PDF object numbers are not semantic identifiers;
« MCIDs are retained and remain local to their content stream;

« transformations are separated from PDF-writing operations;
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« the central IATEXtagging backend remains the sole owner of the ParentTree.

3.3 Lua API

The Lua modules form a supported developer interface. Functions documented in this section
operate on plain Lua tables and do not require TeX unless stated otherwise. Callers should treat
undocumented fields as private.

3.3.1 Inspector: tagpax-inspect

inspect.from_pdf(filename, output?)
Reads a tagged PDF with LuaTeX’s pdfe library, normalises it and returns canonical IR. If output
is supplied, the canonical serialisation is written as well.

inspect.from file(filename)
Reads a serialised . tagpax file.

inspect.summary(ir)
Returns stable summary values for diagnostics and tests.

3.3.2 IR module: tagpax-ir

ir.new()
Creates an empty canonical IR value.

ir.read(filename)
Parses canonical line-oriented serialisation.

ir.count_nodes(ir)
Returns the number of structure nodes.

3.3.3 Validation: tagpax-validate

validate.validate(ir)
Checks referential integrity, stream bindings, root nodes, child order and heading references.
On failure, errors is an ordered list.

3.3.4 Import planning: tagpax-import

import.plan(ir, bindings, options?)
Converts semantic IR into a backend-independent import plan. Page streams use bindings.pages[pagel;
explicit streams use bindings.streams[id].

import.assert _resolved(plan)
Reports unresolved stream bindings. Explicit /Stm bindings are never redirected silently to a
page Form.
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3.3.5 LuaTeX importer: tagpax- luatex

luatex.write page(filename, page, structparents, stream id, max width?, max_height?)
Writes one source page as a fresh Form XObject, adds /StructParents, and reports its target
object reference.

luatex.page geometry(filename, page, max width?, max _height?)
Returns the shared crop, scale and rotation transformation used for the page Form, destination
coordinates and annotation rectangles.

3.3.6 Native importer: tagpax-native

native.emit page imports(pdf, irfile, prefix)
Emits one controlled page import operation per source page. This function is TeX-facing and
requires LuaTeX. (prefix) namespaces the page-stream ids so multiple imports into one master
document do not collide.

3.3.7 Backend prototype: tagpax-backend

backend.emit reservations(filename, prefix)
Reserves explicit-parent StructElems and source-ordered MCR/OBJR kid slots before page objects
exist. (prefix) namespaces MCR stream ids so multiple imports into one master document do
not collide.

backend.emit bindings(filename, prefix)
Registers the MCID bindings and commits external ParentTree arrays after pages and anno-
tations have supplied their target object references. (prefix) must match the value passed to
backend.emit reservations.

3.4 Canonical intermediate representation

The IR is the normative semantic API. A .tagpax file is its canonical transport serialisation. IR
version 1 contains source metadata, streams, structure nodes, ordered child relations, roots,
headings, destinations and supported link annotations.

Record Required fields Meaning

source file, pages source-document identity

stream id, kind page or explicit object stream
node id, role structure element

kid parent, index, kind ordered child relation

heading node, role, page, text navigation data

destination id, page, view named target and view parameters
annotation id, page, action, rect link geometry and action data
root index, node root ordering
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3.5 Backend

The backend first reserves all structure elements and source-ordered kid slots. It then writes
Form XObjects and annotation overlays, binding their late PDF object references into the
reserved slots. Finally it commits the MCR and annotation mappings to the central ParentTree.
This three-phase order is necessary because LuaTeX allocates Form and annotation objects
during page construction, but appending children only at that time would lose the source /K
order. Imported annotations receive /StructParent and /0BJR entries owned by their original
imported Link element; tagpdf’s automatic replacement-Link mechanism is suppressed for
these overlays. The bridge must not mutate the global TAGPDF structure stack.

3.6 Implementation
3.6.1 tagpax.sty

\NeedsTeXFormat{LaTeX2e}[2024-11-01]
\ProvidesExplPackage{tagpax}
{2026-10-22}
{v0.8.6}
{import of tagged PDF documents}
\RequirePackage{tagpax-tagpdf-bridge}
\Exp1lSyntaxOn
\bool new:N \g tagpax pdfpages compat bool
\keys define:nn {tagpax/package}

{

pdfpages .bool gset:N = \g_ tagpax pdfpages compat bool,
pdfpages .default:n = true,

}
\ProcessKeyOptions[tagpax/package]
\msg_new:nnn {tagpax}{luatex-required}{tagpax~currently~requires~LualLaTeX.}
\msg_new:nnn {tagpax}{metadata-required}{Activate~PDF~management/tagging~with~
— \string\DocumentMetadata{tagging=on}.}
\msg_new:nnn {tagpax}{backend-missing}{External-MCR~backend~not~installed;~
— navigation~is~generated,~structure~attachment~is~not~yet~written.}
\sys if engine luatex:F {\msg fatal:nn{tagpax}{luatex-required}}
\pdfmanagement if active:F {\msg _warning:nn{tagpax}{metadata-required}}
\seq new:N \1 tagpax headings seq
\tl new:N \1 tagpax toc depth tl
\tl new:N \1 tagpax bookmark depth tl
\int_new:N \1_ tagpax_toc_depth_int
\int new:N \1 tagpax bookmark depth int
\tl new:N \1_ tagpax ir tl
\tl new:N \1 tagpax file tl
\tl new:N \1 tagpax pagecommand tl
\tl new:N \1_ tagpax layout tl
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\tl new:N \1 tagpax import id tl
\tl new:N \1 tagpax import stream key tl
\int_new:N \g_ tagpax_import_int
\tl new:N \g tagpax last prefix tl
\prop_new:N \g tagpax heading map prop
\prop_gput_from keyval:Nn \g__ tagpax heading map prop
— {H2=chapter,H3=section,H4=subsection,H5=subsubsection,H6=paragraph}
\keys define:nn {tagpax/setup}{
toc-depth .code:n={
\tl set:Nn\1 tagpax toc depth tl{#1}
\int _set:Nn\l_ tagpax_ toc depth int{\tl tail:n{#1}}
I
bookmark-depth .code:n={
\tl set:Nn\1l tagpax bookmark depth tl{#1}
\int_set:Nn\1l__tagpax bookmark depth int{\tl tail:n{#1}}
}
heading-map .code:n=\prop gput from keyval:Nn \g tagpax heading map prop
- {#1},
}
\keys set:nn {tagpax/setup}{toc-depth=H4,bookmark-depth=H5}
\NewDocumentCommand\tagpaxsetup{m}{\keys set:nn{tagpax/setup}{#1}}
\cs_new_protected:Npn \tagpax heading record:nnnn #1#2#3#4
— {\seq_put _right:Nn\1 tagpax headings seq{{#1}{#2}{#3}{#4}}}
\cs_new:Npn \__ tagpax_heading num:n #1 {\tl tail:n{#1}}
\cs_new protected:Npn \ tagpax build addtotoc:N #1 {
\tl clear:N #1
\seq _map_inline:Nn \1 tagpax_headings seq {
\ tagpax build addtotoc aux:nnnnN ##1 #1
}
¥
\cs _new protected:Npn \ tagpax build addtotoc aux:nnnnN #1#2#3#4#5 {
\int compare:nNnT
{\__tagpax heading num:n{#1}}
<
{\1__tagpax_toc depth int+1} {
\prop_get:NnNT \g_ tagpax _heading map prop {#1}\1 tmpa tl {
\tl if empty:NF #5 {\tl put right:Nn #5 {,}}
\tl put right:Ne #5 {#2,\1 tmpa tl,{\exp not:n{#4}},tagpax.#3}
}

}

\keys define:nn {tagpax/include}{
ir .tl set:N=\1_ tagpax_ir_ tl,
toc-depth .code:n={
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\tl set:Nn\1l tagpax toc depth tl{#1}
\int set:Nn\1l tagpax toc depth int{\tl tail:n{#1}}
}
bookmark-depth .code:n={
\tl set:Nn\1l tagpax bookmark depth tl{#1}
\int_set:Nn\l_tagpax bookmark depth int{\tl tail:n{#1}}
I
pagecommand .tl set:N=\1_tagpax pagecommand t1,
layout .tl set:N=\1_ tagpax layout tt,
}
\msg_new:nnn {tagpax}{deprecated-command}
{Command~\token to str:N #l~is~deprecated;~use~\token to str:N #2~instead.}
\NewDocumentCommand\tagpaxextract{0{}m}{
\directlua{
require('tagpax').extract _command(
"\luaescapestring{#2}", "\luaescapestring{#1}")

}
\NewDocumentCommand\TagPaxExtract{0{}m}{
\msg_warning:nnnn {tagpax}{deprecated-command}
{\TagPaxExtract}{\tagpaxextract}
\tagpaxextract [#1]{#2}
}
\NewDocumentCommand\tagpaxinclude{0{}m}{
\group_begin:
\int _gincr:N \g tagpax_ import int
\tl set:Ne \1 tagpax import id tl {\int use:N\g_ tagpax import int}
\tl gset:Ne \g_tagpax last prefix tl {\l1 _tagpax_import id tl}
\tl set:Nn \1_tagpax file tl {#2}
\tl set:Nn \1 tagpax ir tl {#2}
\regex_replace once:nnN { \.pdf\Z } {.tagpax} \l_ tagpax_ ir_ tl
\tl clear:N \1_tagpax pagecommand tl
\tl clear:N \1 tagpax layout tl
\keys set:nn {tagpax/include}{#1}
\directlua{require('tagpax-backend').emit reservations(
[[\luaescapestring{\l tagpax ir t1}]1,
[[\luaescapestring{\1 _tagpax_import id t1}1]1)}
\directlua{require('tagpax-native').emit page imports(
[[\luaescapestring{#2}11, [[\luaescapestring{\1l tagpax ir t1}]1],
[[\luaescapestring{\1 tagpax_import id t1}1],
[[\luaescapestring{\1__tagpax_layout tl1}]]1)}
\directlua{require('tagpax-backend').emit bindings(
[[\luaescapestring{\l tagpax ir tl1}]1],
[[\luaescapestring{\1 tagpax import id t1}1])}

10
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114 \group_end:

115 }
1n6  \CS_new:Npn \tagpaxlastprefix { \g_ tagpax last prefix tl }

18 \NewDocumentCommand\tagpaxroundtripinclude{0{}m}
119 {\tagpaxinclude[#1]{#2}}

The migration alias remains part of tagpax and is therefore only a second interface to the same
page import.

11 \msg_new:nnn {tagpax}{pdfpages-pages}

122 {The~tagpax~pdfpages~compatibility~option~supports~only~pages=-.}

13 \msg_new:nnn {tagpax}{pdfpages-option}

124 {The~pdfpages~option~'#1'~is~not~supported~by~the~native~tagpax~importer.}
15 \msg_new:nnn {tagpax}{pdfpages-conflict}

126 {

127 The~tagpax~pdfpages~compatibility~option~cannot~be~used~with~the~real~
128 pdfpages~package.~The~compatibility~\string\includepdf~is~disabled;~
129 use~\string\tagpaxinclude~for~semantic~imports.

130 }

131 \msg_new:nnn {tagpax}{includepdf-defined}

13 {

133 Command~\string\includepdf~already~exists.~The~tagpax~pdfpages~

134 compatibility~option~is~disabled;~use~\string\tagpaxinclude.

135 }

136 \tl new:N \l tagpax pdfpages pages tl
137 \tl _new:N \1 tagpax pdfpages pagecommand tl
138 \keys define:nn {tagpax/pdfpages}

139 {

140 pages .tl set:N =\l tagpax pdfpages pages tl,

141 pagecommand .tl set:N = \1 tagpax pdfpages pagecommand t1,

142 nup .code:n = \msg error:nnn {tagpax}{pdfpages-option}{nup},

143 booklet .code:n = \msg _error:nnn {tagpax}{pdfpages-option}{booklet},

144 signature .code:n = \msg error:nnn {tagpax}{pdfpages-option}{signature},
15 }

146

17 \CS_new protected:Npn \ tagpax_includepdf:nn #1#2

148 {

149 \group_begin:

150 \tl set:Nn \1 tagpax pdfpages pages tl {-}

151 \tl clear:N \l tagpax pdfpages pagecommand tl
152 \keys set:nn {tagpax/pdfpages} {#1}

153 \str if eq:VnF \1_ tagpax pdfpages pages tl {-}
154 {\msg error:nn {tagpax}{pdfpages-pages}}

11
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\tagpaxinclude
[pagecommand=\1_tagpax pdfpages pagecommand tl] {#2}
\group_end:
}
\cs_new _protected:Npn \__tagpax _disable includepdf:
{
\bool if:NT \g_tagpax pdfpages compat bool
{
\msg_warning:nn {tagpax}{pdfpages-conflict}
\cs_undefine:N \includepdf
\bool gset false:N \g tagpax pdfpages compat bool
}
}

\bool if:NT \g_ tagpax pdfpages compat bool

{
\IfPackagelLoadedTF {pdfpages}

{

\msg_warning:nn {tagpax}{pdfpages-conflict}
\bool gset false:N \g tagpax pdfpages compat bool

\msg _warning:nn {tagpax}{includepdf-defined}
\bool gset false:N \g tagpax pdfpages compat bool

}
{
\cs_if exist:NTF \includepdf
{
}
{

\NewDocumentCommand \includepdf { O{} m }
{ \__tagpax_includepdf:nn {#1}{#2} }

When pdfpages is loaded later, tagpax releases the public command first; the unambiguous

native \tagpaxinclude interface remains.

\AddToHook {package/pdfpages/before}
{ \__tagpax disable includepdf: }

}
\ExplSyntax0ff

3.6.2 tagpdf-bridge

\NeedsTeXFormat{LaTeX2e}[2024-11-01]

12
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\ProvidesExplPackage{tagpax-tagpdf-bridge}

{2026-10-22}

{v0.8.6}

{Non-stack tagpdf bridge for tagpax}

\Exp1lSyntax0n

\msg_new:nnn {tagpax}{bridge-incompatible}
{The~installed~tagpdf~does~not~provide~the~internals~required~by~the~tagpax~
— bridge.}

\msg_new:nnn {tagpax}{bridge-stream-unknown}

20
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{External~stream~'#1'~has~not~been~allocated.}
\msg_new:nnn {tagpax}{bridge-stream-committed}
{External~stream~'#1'~has~already~been~committed.}

\cs_if exist:NF \__tag struct prop _gput:nnn

{ \msg_fatal:nn {tagpax}{bridge-incompatible} }
\prop_new:N \g tagpax bridge stream key prop
\prop _new:N \g tagpax bridge stream committed prop
\cs_generate variant:Nn \prop gput:Nnn { cee, Nee }

\seq new:N \g_ tagpax bridge stream seq
\tl new:N \1 tagpax bridge role ns tl
\tl new:N \l1 tagpax bridge role tag tl

\tl new:N \1 tagpax bridge role ns resolved tl

\int_new:N \1_ tagpax bridge max mcid int
\tl new:N \1 tagpax bridge parenttree t1
\tl new:N \1 tagpax bridge stream key t1

\cs new protected:Npn \tagpax tag struct new:nnN #1#2#3

{

\int_gincr:N \c@g tag struct abs int

\tl set:Ne #3 { \int_use:N \c@g_ tag struct_abs_int }

\__tag prop new:c { g tag struct \tl use:N #3 prop }
\_tag seq new:c { g tag struct kids \tl use:N #3 seq }
\pdf_object new indexed:nn { _ tag/struct } { \tl use:N #3 }

\ tag struct prop gput:nne { \tl use:N #3 } { Type } { /StructElem }

Imported roles are first resolved in their own IATEX namespace so tagpdf maps them to native
roles. Only unknown roles use the pdf/pdf2 fallback.

37
38
39

40

\prop_get:NnNTF \g tag role tags NS prop {#1} \l tagpax bridge role ns tl

{1}
{

\pdf_version compare:NnTF < {2.0}

{ \tl set:Nn \l tagpax bridge role ns tl {pdf} }
{ \tl set:Nn \1_tagpax bridge role ns tl {pdf2} }

}
\__tag role get:nnNN

13



42
43
44
45
46
47
48

49

50

52
53
54
55
56
57
58
59

60

62
63
64
65
66
67
68
69
70
71
72
73
74
75
76
77
78
79

80

82
83

84

}

\cs_|

{

\Cs_|

{

3 Developer manual

{#1}
{\l_tagpax bridge role ns tl}
\l tagpax bridge role tag tl
\l tagpax bridge role ns resolved tl
\tl if empty:NT \1 tagpax bridge role tag tl
{ \tl set:Nn \1_ tagpax bridge role tag tl {#1} }
\tl if empty:NT \l tagpax bridge role ns resolved tl
{ \tl set eq:NN \1 tagpax bridge role ns resolved tl
— \l_tagpax bridge role ns tl }
\_tag struct set tag info:eoo
{ \tl use:N #3 }
{ \l_tagpax bridge role tag tl }
{ \l1__tagpax bridge role ns resolved tl }
\_tag struct prop gput:nne
{ \tl use:N #3 }
{ rolemap }
{ {\1__tagpax bridge role tag tl1}{\1 tagpax bridge role ns resolved tl} }
\__tag struct prop _gput:nne
{ \tl use:N #3 }
{ parentrole }
{ {\1_tagpax bridge role tag t1}{\1 tagpax bridge role ns resolved tl} }
\_tag struct prop gput:nne
{ \tl use:N #3 }
{ parentnum }
{#2}
\ tag struct kid struct gput right:ee {#2} {\tl use:N #3}

new protected:Npn \tagpax tag struct append mcr:nnn #1#2#3

\ tag seq gput right:ce
{ g__tag struct kids #1 seq }
{

<<
/Type~/MCR
/Stm~#2
/MCID~\int_eval:n{#3}
>>

new protected:Npn \tagpax tag stream new:nN #1#2

\prop_if in:NnTF \g__ tagpax bridge stream key prop {#1}
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{ \prop_get:NnN \g_ tagpax bridge stream key prop {#1} #2 }
{
\int_gincr:N \c@g_ tag parenttree obj int
\tl set:Ne #2 { \int use:N \c@g tag parenttree obj int }
\prop_gput:NnV \g tagpax bridge stream key prop {#1} #2
\prop_new:c { g_tagpax _bridge stream \tl use:N #2 prop }
\seq gput right:Nn \g tagpax bridge stream seq {#1}

\cs _new:Npn \tagpax tag stream structparents:n #1
{ \prop_item:Nn \g tagpax bridge stream key prop {#1} }

\cs new:Npn \tagpax tag stream attr:n #1
{ /StructParents~\tagpax tag stream structparents:n {#1} }

\cs new protected:Npn \tagpax tag stream register:nnn #1#2#3
{
\prop_get:NnNTF \g_ tagpax bridge stream key prop {#1}
— \l__tagpax _bridge stream key tl

{
\prop gput:cee
{ g_ tagpax_bridge stream \l1 tagpax bridge stream key tl prop }
{ \int_eval:n {#2} }
{#3}
}

{ \msg_error:nnn {tagpax}{bridge-stream-unknown}{#1} }

\cs_new protected:Npn \tagpax tag stream commit:n #1
{
\prop_if in:NnTF \g_ tagpax bridge stream committed prop {#1}
{ \msg_warning:nnn {tagpax}{bridge-stream-committed}{#1} }
{
\prop_get:NnNTF \g_ tagpax bridge stream key prop {#1} \1l tmpa_ tl
{
\int_set:Nn \l1 _tagpax bridge max mcid int {-1}
\prop map _inline:cn { g tagpax bridge stream \1 tmpa tl prop }
{
\int set:Nn \1 tagpax bridge max mcid int
{ \int_max:nn {\1_tagpax_bridge max_mcid int}{##1} }
}
\tl clear:N \l tagpax bridge parenttree tl
\int_step_inline:nnnn {0}{1}{\1_tagpax bridge max mcid int}
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{
\prop_get:cnNTF
{ g_ tagpax bridge stream \1 tmpa tl prop }
{##1}
\l _tmpb_t1
{
\tl put_right:Ne \1_ tagpax_bridge parenttree_ tl
{ \pdf_object ref indexed:nn {_ tag/struct}{\l tmpb tl}~ }
}
{ \tl put_right:Nn \1_tagpax_bridge parenttree tl { null~ } }
}
\tl gput right:Ne \g_tag parenttree objr tl
{
\l tmpa tl~[~\1 tagpax bridge parenttree tl]""J]
}

\prop gput:Nnn \g tagpax bridge stream committed prop {#1} {true}

\msg_error:nnn {tagpax}{bridge-stream-unknown}{#1} }

\g__tagpax_backend node prop

\g_ tagpax backend form prop
\g__tagpax_backend page stream prop

\g_ tagpax_backend objr prop
\g__tagpax_backend wrapper tl

\l tagpax backend annotation tl

\l tagpax _backend annotation parent tl
\l_tagpax_ backend annotation action tl
\l tagpax backend annotation key tl

\cs new protected:Npn \TagPaxBackendForm #1#2#3

{

\prop_gput:Nnn \g__ tagpax_backend form prop {#1} {#2}
\prop_gput:Nnn \g_ tagpax backend page stream prop {#1} {#3}

}

\cs _new protected:Npn \TagPaxPageDestination #1#2
{ \pdf _destination:nn {#1}{#2} }

\cs _new _protected:Npn \TagPaxPointDestination #1#2#3#4#5

{

\kern-\dim eval:n{#1lsp}
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\hbox_to wd:nn {#lsp}
{
\kern#2sp
\raise#3sp\hbox{\pdf destination:nn {#4}{#5}}
\hss

\cs_new protected:Npn \TagPaxRectangleDestination #1#2#3#4#5#6
{
\kern-\dim eval:n{#1lsp}
\hbox to wd:nn {#lsp}
{
\kern#2sp
\raise#3sp\hbox
{\pdf_destination:nnnn {#6}{#4sp}{#5sp}{0pt}}
\hss

\cs _new protected:Npn \TagPaxNavigationHeading #1#2#3
{
\int_compare:nNnT
{\__tagpax_heading num:n{#1}}

<
{\1_ tagpax_toc depth int+1}
{
\prop_get:NnNT \g_ tagpax heading map prop {#1}\1 tmpa tl
{
\group_begin:
\cs if exist:NT \@currentHref {\tl set:Nn\@currentHref{#3}}
\addcontentsline{toc}{\1 tmpa tl}{#2}
\group_end:
}
}

\int_compare:nNnT

{\__tagpax_heading num:n{#1}}

<

{\1__ tagpax_bookmark depth_ int+1}

{

\cs if exist:NT \bookmark
{
\bookmark|
level=\int_eval:n{\__tagpax heading num:n{#1}-2},
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dest={#3}
1{#2}

\NewTaggingSocketPlug{link/before}{tagpax-import}

{

}

\pdfannot dict put:nne
{link/\1__tagpax_backend annotation action tl}
{StructParent}
{\1__tagpax_backend_annotation_key t1}

\NewTaggingSocketPlug{link/after}{tagpax-import}

{

}

\cs_

{

\__tag property record:en
{@tagpax@objr@page@\l tagpax backend annotation key t1}
{tagabspage}

\pdf object unnamed write:ne {dict}

{

/Type/0BIR

/0bj~\pdfannot link ref last:

/Pg~\pdf pageobject ref:n

{
\property ref:enn

{@tagpax@objr@page@\l tagpax backend annotation key tl}
{tagabspage}{1}

}
\prop_gput:Nee \g_ tagpax_backend objr prop
{\1_tagpax backend annotation t1}
{\pdf_object ref last:}
\_tag parenttree add objr:nn
{\1_tagpax backend annotation key t1}
{
\pdf object ref indexed:nn
{_tag/struct}{\1_ tagpax backend annotation parent tl}

}
\int _gincr:N \c@g_ tag parenttree obj int

new_protected:Npn \__tagpax_annotation_begin:nn #1#2

\tl set:Nn \1__ tagpax backend annotation tl {#1}
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\tl set:Nn \1_ tagpax backend annotation action tl {#2}
\prop_get:NnN \g tagpax backend annotation parent prop
{#1}\1__ tagpax_backend_annotation_parent_tl
\tl set:Ne \1 tagpax backend annotation key tl
{\int use:N \c@g tag parenttree obj int}

Imported links already have an explicit source parent and are bound below. The Lua callback

ignores them so no second 0BJR is created in the link bin.

\lua_now:n
{tex.setattribute(luatexbase.attributes.g tag structnum attr,-1)}

\AssignTaggingSocketPlug{link/before}{tagpax-import}

\AssignTaggingSocketPlug{link/after}{tagpax-import}

\cs _new protected:Npn \TagPaxGotoOverlay #1#2#3#4#5#6#7
{
\group_begin:
\_tagpax_annotation begin:nn {#6}{GoTo}
\kern-\dim eval:n{#1lsp}
\hbox_to wd:nn {#1sp}

{
\kern#2sp
\raise#3sp\hbox
{
\pdfannot link goto begin:nw {#7}
\hbox_to_wd:nn {#4sp}{\rule{Opt}{#5sp}\hfill}
\pdfannot link goto end:
}
\hss
}
\group_end:

}

\cs _new protected:Npn \__tagpax_action_overlay:nnnnnnnn #1#2#3#4#5#6#7#8
{
\group_begin:
\ tagpax_annotation begin:nn {#6}{#7}
\kern-\dim eval:n{#1lsp}
\hbox to wd:nn {#lsp}
{
\kern#2sp
\raise#3sp\hbox
{
\pdfannot link begin:nnw {#7}{#8}
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\hbox_to wd:nn {#4sp}{\rule{Opt}{#5sp}\hfill}
\pdfannot link end:n {#7}
}
\hss

}
\group_end:

new protected:Npn \TagPaxURIOverlay #1#2#3#A#5#6#7

\__tagpax_action overlay:nnnnnnnn
{#1}{#2}{#3}{#4}{#5}{#6}{URI}
{/A~<</Type~/Action~/S~/URI~/URI~<#7>>>}

new protected:Npn \TagPaxGoToRNameOverlay #1#2#3#A4#5#6#7#8

\__tagpax_action_overlay:nnnnnnnn
{#1}y{#23{#3}{#4}{#5}{#6}{GoToR}
{/A~<</Type~/Action~/S~/GoToR~/F~<#7>~/D~<#8>>>}

new_protected:Npn \TagPaxGoToRPageOverlay #1#2#3#A#5#6#7#8#9

\__tagpax_action_overlay:nnnnnnnn
{#1}{#2}{#3} {#4}{#5} {#6}{GoToR}
{/A~<</Type~/Action~/S~/GoToR~/F~<#7>~/D~[#8~/#9]>>}

new _protected:Npn \TagPaxImportOnePage #1#2#3#4#5

\tagpax_tag stream new:nN {#3} \l_tagpax_import stream key tl
\clearpage
\thispagestyle{empty}
\tl use:N \1 tagpax_pagecommand t1
\directlua{require('tagpax-native').emit page navigation(
[[\luaescapestring{#4}1],#2, [[\luaescapestring{#5}11)}
\noindent\hbox to \linewidth
{\hss\directlua{require('tagpax-luatex').write page(
[[\luaescapestring{
— #1}]1,#2,\1__ tagpax_import stream key t1,[[\luaescapestring{#3}1],
[[\luaescapestring{#4}1], [[\luaescapestring{#5}11,
\number\textwidth, \number\textheight)}\hss}
\clearpage
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Grid imposition (@1) keeps the same per-source-page contract as @2: a fresh @3 context, a ded-
icated @4 call. Only placement changes — from “one full page”to “one fixed-size grid cell”. Cell
size and cell count per sheet are package state (@5/@6, @7/@8), not macro parameters, because
several independent TEX calls per physical sheet must cooperate without each call re-carrying
the full geometry. \TagPaxGridPageBegin\TagPaxImportOnePage StructParentswrite page
\l_ tagpax_grid rows_int\l_tagpax_grid cols_int\1_tagpax grid_cellwidth_dim\1l__tagpax grid_cellh

\int new:N \1 tagpax grid rows int
\int_new:N \1__ tagpax grid cols_int

\int new:N \g_tagpax grid col int

\dim new:N \1 tagpax grid cellwidth dim
\dim new:N \1 tagpax _grid cellheight dim
\dim new:N \1 tagpax grid imagewidth dim
\dim new:N \1 tagpax grid notewidth dim
\box_new:N \g_tagpax grid page box

\box new:N \g tagpax grid row box
\box_new:N \1 tagpax grid cell box

Without a gap, adjacent cells touch directly; individual source pages become hard to tell apart.
The value is deliberately small and fixed, not a key: it only needs to visibly separate cells, not
make room for content.

\dim new:N \1_tagpax grid gutter dim
\dim set:Nn \1 tagpax grid gutter dim {3mm}

Row heights add up to exactly \textheight. Without the deduction there would be no room
for the \topskip glue TEX mandatorily inserts above the first item on every page — the page
would then overflow by exactly that amount, and the page-break algorithm would push the
whole, unbreakable grid sheet onto the next page (an apparently blank page would result).

\cs _new protected:Npn \TagPaxGridPageBegin #1#2
{
\clearpage
\thispagestyle{empty}
\tl use:N \1 tagpax pagecommand tl
\int_set:Nn \1_tagpax grid rows_int {#1}
\int set:Nn \1 tagpax grid cols int {#2}
\dim set:Nn \1 tagpax grid cellwidth dim
{
( \textwidth
- \l_ tagpax_grid gutter dim * ( \1__tagpax grid cols int - 1) )
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/ \1__tagpax_grid cols_int
}
\dim set:Nn \l tagpax grid cellheight dim
{
( \textheight - \topskip
- \l__tagpax_grid_gutter_dim * ( \1__tagpax_grid_rows_int - 1) )
/ \l_tagpax grid rows int
}
\box_gclear:N \g_ tagpax _grid page box
\box gclear:N \g tagpax grid row_box
\int _gzero:N \g tagpax grid col int

Also called unconditionally at the end of a sheet: an incomplete final row (page count not a
multiple of the grid size) simply keeps empty cells on the right/bottom instead of being dropped.

\cs_new_protected:Npn \__tagpax_grid_flush_row:

{
\int_compare:nNnT {\g_ tagpax grid col int} > {0}
{
\box if empty:NTF \g_ tagpax grid page box
{
\vbox gset:Nn \g tagpax grid page box
{ \box _use:N \g_ tagpax grid row box }
}
{
\vbox gset:Nn \g_ tagpax grid page box
{
\box_use:N \g__ tagpax grid page box
\kern \l tagpax grid gutter dim
\box use:N \g_ tagpax grid row box
}
}
\box gclear:N \g_ tagpax grid row box
\int gzero:N \g tagpax grid col int
}
}

\cs_new protected:Npn \TagPaxGridPageEnd
{
\_tagpax grid flush row:
\noindent \box_ use:N \g_ tagpax_grid_page_box
\clearpage
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\cs new protected:Npn \ tagpax grid append cell:

{
\box_if empty:NTF \g tagpax grid row box
{
\hbox_gset:Nn \g_tagpax grid row box
{ \box use:N \1 tagpax grid cell box }
}
{
\hbox gset:Nn \g tagpax grid row_box
{
\box use:N \g_tagpax grid row box
\kern \1_tagpax_grid gutter dim
\box use:N \1 tagpax grid cell box
}
}

\int_gincr:N \g_ tagpax_grid col int
\int _compare:nNnT {\g_ tagpax grid col int} = {\1__tagpax grid cols int}
{ \__tagpax grid flush row: }

Centers vertically within a fixed cell height (\1__tagpax grid cellheight dim), independent
of the source page’s actual aspect ratio, already proportionally downscaled by write_page -
otherwise every row would drift with the image height of whichever source pages it happens to
contain.

\cs_new protected:Npn \ tagpax grid image:nnnnnn #1#2#3#4#5#6
{

\tagpax_tag stream new:nN {#3} \1_tagpax_import_stream key t1
\directlua{require('tagpax-native').emit page navigation(
[[\luaescapestring{#4}11,#2,[[\luaescapestring{#5}11)}

\vbox to ht:nn {\1 tagpax grid cellheight dim}

{
\vfil
\hbox to wd:nn {#6}
{\hss\directlua{require('tagpax-luatex').write page(
[[\luaescapestring{
— #1}11,#2,\1__tagpax_import_stream_key_t1,[[\luaescapestring{,
- #3}11,
[[\luaescapestring{#4}11, [[\luaescapestring{#5}11,
\number#6,\number\l tagpax grid cellheight dim)}\hss}
\vfil
}
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449

w50 \CS_new protected:Npn \TagPaxImportGridPage #1#2#3#4#5

451 {
452 \dim set eq:NN \1 tagpax grid imagewidth dim \1 tagpax grid cellwidth dim
453 \vbox_set:Nn \1_tagpax_grid cell box
454 { \__tagpax_grid_image:nnnnnn
o {#1}{#2}{#3}{#4}{#5}{\1__tagpax_grid imagewidth dim} }
455 \__tagpax_grid append cell:
456 }

457

The note area only draws ruled blank space — no page content is read out for it, see the
corresponding design note on deferred note content.

48 \dim_new:N \1_ tagpax grid ruled step dim
w50 \dim_set:Nn \1 tagpax grid ruled step dim {8mm}
40 \CS_new protected:Npn \__ tagpax_grid ruled lines:n #1

461 {

462 \hbox to wd:nn {#1}

463 {

464 \hfil

465 \vbox_to_ht:nn {\1_tagpax grid cellheight dim}
466 {

467 \vfil

468 \prg_replicate:nn {5}

169 { \rule{0.8\1 tagpax grid notewidth dim}{0.4pt} \vfil }
470 }

an \hfil

472 }

473 }

474

45 \CS_new protected:Npn \TagPaxImportGridPageRuled #1#2#3#4#5

476 {
477 \dim set:Nn \1 tagpax grid imagewidth dim
478 { 0.72 \1__tagpax grid cellwidth dim }
479 \dim set:Nn \1 tagpax grid notewidth dim
480 { \l1__tagpax_grid_cellwidth_dim - \1__ tagpax_grid_imagewidth_dim }
481 \hbox set:Nn \l tagpax grid cell box
482 {
1483 \__tagpax grid image:nnnnnn
o {#1}{#2H{#3}{#4}{#5}{\1__tagpax_grid_imagewidth_dim}
484 \__tagpax_grid ruled lines:n {\1 tagpax grid notewidth dim}
485 }
486 \__tagpax _grid append cell:
487 }
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\cs new protected:Npn \TagPaxBackendDocumentBegin
{
\seq_gclear:N \g_tagpax _bridge stream seq
\prop_gclear:N \g_tagpax backend node prop
\prop_gclear:N \g__ tagpax_backend objr prop
\prop _gclear:N \g tagpax backend annotation parent prop
\tl set eq:NN \1 tmpa tl \g tag struct stack current tl
\tagpax_tag struct new:nnN {Part}{\l tmpa tl}\g tagpax backend wrapper tl
\prop_gput:NnV \g_ tagpax backend node prop
— {@wrapper}\g__tagpax_backend wrapper_ tl
}
\cs_new _protected:Npn \TagPaxBackendDocumentEnd
{
\seq map_inline:Nn \g_ tagpax bridge stream seq
{ \tagpax _tag stream commit:n {##1} }
}
\cs_new protected:Npn \TagPaxBackendNode #1#2#3
{
\prop_get:NnN \g_tagpax_backend node prop {#3}\1 tmpa tl
\tagpax tag struct new:nnN {#2}{\1 tmpa t1}\1 tmpb tl
\prop_gput:NnV \g tagpax backend node prop {#1}\1 tmpb tl
}

The role is registered onto itself rather than resolved onto role via \tagpdfsetup{role/new-
tag=...}: \tagpdfsetup would replace the imported role name with role, discarding exactly
the distinction the source structure made. Self-registration is enough to silence the "unknown
tag”warning; the separate entry in RoleMap still makes tag appear with a correct mapping onto
a standard type in the final PDF. Only role names not yet known are registered; a role that is
already known — whether native or from an earlier \tagpaxinclude - is left unchanged, keeping
repeated imports idempotent.

\cs new protected:Npn \TagPaxBackendRoleMap #1#2

{
\prop get:NnNF \g tag role tags NS prop {#1} \l tmpa tl
{
\prop_gput:Nnn \g_ tag role tags NS prop {#1}{user}
\prop_gput:Nnn \g tag role NS user prop {#1}{{#1}{user}}
\prop_gput:Nnn \g_tag role rolemap prop {#1}{#2}
}
}

\prop_new:N \g_ tagpax backend annotation parent prop
\cs_new:Npn \__ tagpax_backend form_ref:n #1

{ \prop_item:Nn \g_tagpax _backend form prop {#1} }
\cs new:Npn \ tagpax backend objr ref:n #1
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523 { \prop_item:Nn \g_tagpax _backend objr prop {#1} }
52 \CS_new protected:Npn \TagPaxBackendReserveMCR #1#2#3#4#5
525 {

526 \prop_get:NnN \g_ tagpax_backend node prop {#5}\1 tmpa tl

527 \_tag seq gput right:cn {g tag struct kids \1 tmpa tl seq}
528 {

529 <</Type~/MCR/MCID~\int eval:n{#3}

530 /Stm~\__ tagpax_backend form_ref:n{#2}>>

531 }

532 }

533 \CS_new_protected:Npn \TagPaxBackendBindMCR #1#2#3#4#5

534 {

535 \prop_get:NnN \g_tagpax_backend node prop {#5}\1 tmpa tl

536 \exp_args:NnnV \tagpax tag stream register:nnn {#4}{#3}\1 tmpa tl
537 }

53 \CS_new protected:Npn \TagPaxBackendReserveOBJR #1#2

539 {

540 \prop_get:NnN \g_tagpax_backend node prop {#2}\1 tmpa tl

541 \prop gput:NnV \g tagpax backend annotation parent prop {#1}\1 tmpa tl
542 \__tag seq gput right:cn {g_tag struct kids \1 tmpa tl seq}
543 {\__tagpax_backend objr ref:n{#1}}

544 }

sis \CS_new_protected:Npn \TagPaxBackendUnsupportedStream #1#2

546 { \msg_error:nnn {tagpax}{bridge-stream-unknown}{#1} }

547

3.6.3 tagpax. lua
Version and date for compatibility checks.

1 local function package info(filename)

2 local path = kpse and kpse.find file(filename, "lua") or filename

3 local file, err = io.open(path or filename, "r")

4 if not file then

5 error("cannot read package metadata from " .. filename .. ": "
— tostring(err))

6 end

7 local content, read error = file:read("*all")

8 file:close()

9 if not content then

10 error("cannot read package metadata from " .. filename .. ": "
— tostring(read error))

11 end

12 local header = content:match(""%s*%-%-%[%[(.-)%]1%]")

13 if not header then
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error("cannot find package metadata in " .. filename)
end
return {
version = header:match("\n%s*Version:%s*\n%s*([~\r\n]+)"),
date = header:match("\n%s*Date:%s*\n%s*(["\r\n]+)")
}
end
local M = package info("tagpax.lua")

These two modules do not themselves depend on tagpax.lua, so no circular require results,
and eager loading at the top of the file is safe.

local ir reader = require("tagpax-ir")
local validator = require("tagpax-validate")

local pdfe = assert(pdfe, "tagpax requires LuaTeX's pdfe library")

Transport encoding The line-oriented format remains diffable; percent encoding protects record
boundaries from tabs, line breaks, and PDF strings.

local function pct(s)
s = tostring(s or "")
return (s:gsub("["%w%-%. ~]", function(c)
return string.format("%%%02X", string.byte(c))
end))
end

local function field(t, k)
return t[k] ~= nil and (k .. "=" .. pct(t[k])) or nil
end

local function write record(f, kind, t)
local fields = { kind }
for , key in ipairs(t._ order or {}) do
local encoded = field(t, key)
if encoded then fields[#fields + 1] = encoded end
end
f:write(table.concat(fields, "\t"), "\n")
end

Normalization of the @1 interface pdfe These adapters encapsulate LuaTEX type and reference

conventions so extraction works with semantic values.

local function value(dict, key)
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s local typ, val, detail = pdfe.getfromdictionary(dict, key)
50 return typ, val, detail
51 end

53 Local function decode pdf string(s, hexadecimal)

Hex and literal strings are byte sequences. UTF-16BE is detected by its BOM; other encodings
are preserved losslessly.

54 if hexadecimal then

55 s = tostring(s or ""):gsub("%s+", "")

56 s = s:gsub("(%x%x)", function(pair)

57 return string.char(tonumber(pair, 16))
58 end)

50 end

60 if s and #s >= 2 and s:byte(l) == OXFE and s:byte(2) == OXFF then

61 local chars = {}

62 local index = 3

63 while index + 1 <= #s do

64 local first = s:byte(index) * 256 + s:byte(index + 1)

65 index = index + 2

66 if first >= OxD800 and first <= OxDBFF and index + 1 <= #s then
67 local second = s:byte(index) * 256 + s:byte(index + 1)

68 if second >= OxDCOO and second <= OXDFFF then

69 first = 0x10000 + (first - OxD800) * 0x400 + second - OxDCOO
70 index = index + 2

7 end

72 end

73 chars[#chars + 1] = utf8.char(first)

74 end

75 return table.concat(chars)

76 end

77 return s

s end

79

so Local function pdf string(dict, key)

81 local typ, val, detail = value(dict, key)

82 if typ == 6 or typ == "string" then return decode pdf string(val, detail) end
83 return nil

3¢ end

85
s Local function pdf _name(dict, key)

87 local typ, val = value(dict, key)

88 if typ == 5 or typ == "name" then return val end
89 return nil
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end

local function pdf filespec(dict, key)

/UF holds the Unicode name; /F is the compatibility fallback.

local , item = value(dict, key)

local current = item

if type(current) == "string" then return current end

if pdfe.type(current) == "pdfe.reference" then
local , resolved = pdfe.getfromreference(current)
current = resolved

end

if pdfe.type(current) == "pdfe.dictionary" then
return pdf_string(current, "UF") or pdf string(current, "F")

end

return nil

end

local function as_dict(v)

Structure entries may be direct objects or indirect references.

if pdfe.type(v) == "pdfe.dictionary" then return v end

if pdfe.type(v) == "pdfe.reference" then

local , resolved = pdfe.getfromreference(v)
if pdfe.type(resolved) == "pdfe.dictionary" then return resolved end

end
end

local function as array(v)

if pdfe.type(v) == "pdfe.array" then return v end

if pdfe.type(v) == "pdfe.reference" then

local , resolved = pdfe.getfromreference(v)
if pdfe.type(resolved) == "pdfe.array" then return resolved end

end
end

local function ref number(v)

if pdfe.type(v) == "pdfe.reference" then

pdfe.getfromreference resolves the object but does not expose its number reliably; the refer-

ence’s text representation contains it.

return tonumber(tostring(v):match("pdfe%.reference%s+(%d+)"))

end
return nil
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end

local function page map(doc)
IR records use stable one-based page numbers, never PDF object numbers.

local pages = pdfe.pagestotable(doc)
local map = {}
for number, page in ipairs(pages) do map[page[3]] = number end
return map, #pages
end

local function array values(array)
local result = {}
if not array then return result end
for index = 1, #array do

local , item = pdfe.getfromarray(array, index)
result[#result + 1] = item
end
return result
end

local function name_tree(dict, target)
The balanced PDF name tree is flattened into a lookup table.

if not dict then return end
local names = pdfe.getarray(dict, "Names")
if names then
local index =1
while index <= #names do
local , key = pdfe.getfromarray(names, index)
local , item = pdfe.getfromarray(names, index + 1)
if key ~= nil and item ~= nil then target[tostring(key)] = item end
index = index + 2
end
end
local kids = pdfe.getarray(dict, "Kids")
if kids then
for index = 1, #kids do
local , kid = pdfe.getfromarray(kids, index)
name_tree(as _dict(kid), target)
end
end
end

30



167
168
169

170

171
172
173
174
175
176
177
178

179

186
187
188
189
190
191
192
193
194
195
196

197

204

3 Developer manual

local function named destinations(doc)
local result = {}
local names = pdfe.getdictionary(doc.Catalog, "Names")
if names then name_ tree(pdfe.getdictionary(names, "Dests"), result) end

For PDF 1.1, /Dests may be a catalog dictionary.

local legacy = pdfe.getdictionary(doc.Catalog, "Dests")

if legacy then
for key, item in pairs(pdfe.dictionarytotable(legacy)) do

result[tostring(key)] = select(2, value(legacy, key)) or item

end

end

return result

end

local function min_page(a, b)

if not a or a == 0 then return b end
if not b or b == 0 then return a end
return math.min(a, b)

end

Page inference If /Pg is absent from a StructElem, the ParentTree identifies its usage pages;
the earliest page is retained as a conservative navigation target.

local function build struct page map(root)
local result = {}
local parent tree = pdfe.getdictionary(root, "ParentTree")
if not parent_tree then return result end

local function register array(key, array)
local page = tonumber(key)
if not page then return end
for index = 1, #array do
local , item = pdfe.getfromarray(array, index)
local object number = ref number(item)
if object number then result[object number] =
< min_page(result[object number], page) end
end
end

local walk number tree

walk number tree = function(dict)
local , nums = value(dict, "Nums")
local nums_array = as_array(nums)
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if nums_array then
local index =1
while index <= #nums_array do
local , key = pdfe.getfromarray(nums_array, index)
local , val = pdfe.getfromarray(nums array, index + 1)
local array = as_array(val)
if array then register array(key, array) end
index = index + 2
end
end
local , kids = value(dict, "Kids")
local kids array = as_array(kids)
if kids_array then
for index = 1, #kids array do
local , kid = pdfe.getfromarray(kids array, index)
local kid dict = as dict(kid)
if kid dict then walk number tree(kid dict) end
end
end
end

walk number tree(parent tree)
return result
end

RoleMap capture Custom role names from the source structure are semantically incomplete
without their RoleMap entry; consumers of the IR (e.g. tagpaxinclude) would otherwise have
to treat them as unknown.

local function extract role map(root)
local result = {}
local rolemap = pdfe.getdictionary(root, "RoleMap")
if not rolemap then return result end
local keys = {}
for key in pairs(pdfe.dictionarytotable(rolemap)) do
keys[#keys + 1] = key
end
table.sort(keys, function(a, b) return tostring(a) < tostring(b) end)
for , key in ipairs(keys) do
local target = pdf name(rolemap, key)
if target then result[#result + 1] = { tag = tostring(key), role = target }
— end
end
return result
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end

M.is_tagged checks only for StructTreeRoot and returns false for untagged PDFs. Unreadable
or corrupt files remain errors.

function M.is tagged(filename)
assert(type(filename) == "string" and filename ~= "", "missing PDF filename")
local doc = assert(pdfe.open(filename), "cannot open PDF: " .. filename)
local root = pdfe.getdictionary(doc.Catalog, "StructTreeRoot")
pdfe.close(doc)
return root ~= nil

end

function M.extract(filename, outname)

Extraction opens the source, serializes a canonical semantic snapshot, and closes both handles
as one transaction.

assert(type(filename) == "string" and filename ~= "", "missing PDF filename")
outname = outname or filename:gsub("%.pdf$", "") .. ".tagpax"
local doc = assert(pdfe.open(filename), "cannot open PDF: " .. filename)

local pmap, npages = page map(doc)

local named_dests = named _destinations(doc)

local root = pdfe.getdictionary(doc.Catalog, "StructTreeRoot")
assert(root, "PDF has no StructTreeRoot")

local struct page = build struct page map(root)

local role map = extract role map(root)

local f = assert(io.open(outname, "wb"))

write record(f, "tagpax", { _ order = { "version", "generator" }, version = 1,

— generator = M.version })

write record(f, "source", { _order = { "file", "pages" }, file = filename,

— pages = npages 1})

for , entry in ipairs(role map) do
write record(f, "rolemap", { order = { "tag", "role" }, tag = entry.tag,
— role = entry.role })

end

local nextid, seen = 0, {}

local headings, node meta = {}, {}

local streams, stream by object, nextstream = {}, {}, 0

local destinations, destination by key, annotations = {}, {}, {}
local annotation by object = {}
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Destinations and annotations Destination operands may be arrays, references, dictionaries, or
names

local function destination array(operand)
local current = operand
local guard = 0
while current and guard < 8 do
guard = guard + 1
local kind = pdfe.type(current)

if kind == "pdfe.array" then return current end
if kind == "pdfe.reference" then
local , resolved = pdfe.getfromreference(current)
current = resolved
elseif kind == "pdfe.dictionary" then
local , resolved = value(current, "D")
current = resolved
elseif type(current) == "string" then
current = named dests[current]
else
return nil
end
end
return nil

end

local function register destination(operand, name)
IDs are contribution-local; the importer adds the unique namespace.

local key = name and ("name:" .. name) or ("object:" .. tostring(operand))
if destination by key[key] then return destination by key[key] end
local array = destination_array(operand)
if not array then return nil end
local items = array values(array)
local page = pmap[ref number(items[1])]
if not page then return nil end
local id = "d" .. tostring(#destinations + 1)
local destination = {
id = id, name = name, page = page,

view = tostring(items[2] or "Fit"):gsub("~/", ""),
}
for index = 3, math.min(#items, 6) do
if type(items[index]) == "number" then
destination["arg" .. tostring(index - 2)] = items[index]
end
end
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destinations[#destinations + 1] = destination
destination by key[key] = id
return id

end

local function extract navigation()
The complete name tree is registered, including targets without a source link.

local names = {}

for name in pairs(named dests) do names[#names + 1] = name end
table.sort(names)

for , name in ipairs(names) do register destination(name, name) end

for page number = 1, npages do
local page = pdfe.getpage(doc, page number)

Page properties use zero-based container access; pdfe.getfromarray for destination arrays is
one-based.

local annots = page.Annots
if annots then
for index = 0, #annots - 1 do
local annot = pdfe.getdictionary(annots, index)
local , annot item = pdfe.getfromarray(annots, index + 1)
if annot and pdf name(annot, "Subtype") == "Link" then
local rect = array values(pdfe.getarray(annot, "Rect"))
local action = pdfe.getdictionary(annot, "A")
local action type = action and pdf name(action, "S")
local , direct dest = value(annot, "Dest")
local action dest
if action then action dest = select(2, value(action, "D")) end
local record
if direct dest or action type == "GoTo" then
local operand = direct dest or action dest
local destination
if type(operand) == "string" then
destination = register destination(operand, operand)
elseif operand then
destination = register _destination(operand)
end
if destination then
record = {
action = "GoTo",
destination = destination,
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end
elseif action type == "URI" then
local uri = pdf string(action, "URI")
if uri then record = { action = "URI", uri = uri } end
elseif action type == "GoToR" then
local file = pdf filespec(action, "F")
if file and type(action dest) == "string" then
record = {
action = "GoToR", file
["remote-destination"]

file,
action dest,

}
elseif file and pdfe.type(action dest) == "pdfe.array" then
local remote = array values(action dest)
local view = tostring(remote[2] or "Fit"):gsub("~/", "")
local supported views = {
XYZ = true, Fit = true, FitH = true, FitV = true,
FitR = true, FitB = true, FitBH = true, FitBV = true,

}
if not supported views[view] then view = "Fit" end
record = {
action = "GoToR", file = file,
["remote-page"] = tonumber(remote[l]),
["remote-view"] = view,
}
end
end
if record and #rect >= 4 then
record.id = "a" .. tostring(#annotations + 1)

record.page = page number
record.subtype = "Link"
record.llx, record.lly
record.urx, record.ury

rect[1], rect[2]
rect[3], rect[4]

These keys are only written by tagpax when a link originates from a logically identified external
unit (e.g. via osglecture’s \olref); they let a consumer of the IR (e.g. the osglecture integration
layer) later recognize a GoToR annotation as project-internal and rewrite it into an internal jump,
without tagpax itself needing to know anything about osglecture semantics.

local osg unit = pdf string(annot, "OSGLectureUnit")

if osg unit then
record["osglecture-unit"] = osg_unit
record["osglecture-doctype"] = pdf string(annot,
— "0SGLectureType")
record["osglecture-lang"] = pdf_string(annot, "OSGLecturelLang")
record["osglecture-source-page"] =

36



396
397
398
399

400

401
402
403
404

405

412
413

414

421
422
423
424
425
426
427

428

429
430
431

432

3 Developer manual

tonumber (pdf_string(annot, "OSGLectureSourcePage"))
end
annotations[#annotations + 1] = record
local object number = ref number(annot item)
if object number then annotation by object[object number] = record
— end
end
end
end
end
end
end

extract navigation()

Content-stream inventory MCIDs are stream-local. Page streams and explicit /Stm objects
therefore receive IDs before MCR records reference them.

local function emit stream(id, kind, page, object number, structparents,
< subtype)
if streams[id] then return id end
streams[id] = true
write record(f, "stream", {
__order = { "id", "kind", "page", "source-object", "structparents",
— "subtype" },
id = id, kind = kind, page = page, ["source-object"] = object number,
structparents = structparents, subtype = subtype,
1)
return id
end

local function page stream(page)

local id = "p" .. tostring(page or 0)
return emit stream(id, "page", page or 0)
end

local function object stream(stm, page)
local object number = ref number(stm)
if object number and stream by object[object number] then return
— stream by object[object number] end
nextstream = nextstream + 1
local id = "s" .. tostring(nextstream)
local dict = as_dict(stm)
local structparents, subtype
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if dict then
structparents = select(2, value(dict, "StructParents"))
subtype = pdf name(dict, "Subtype")
end
if object number then stream by object[object number] = id end
return emit stream(id, "object", page or 0, object number, structparents,
— subtype)

end

local function newid()

nextid = nextid + 1
return "n" .. nextid

end

local function page from ref(ref, fallback)

if ref then return pmap[ref number(ref)] or fallback end
return fallback

end

local function emit mcr(parent, index, dict, inherited page)

MCID and the source /K index are semantic and remain unchanged.

local mcid = select(2, value(dict, "MCID"))

if mcid == nil then return nil end

local page = page from ref(select(2, value(dict, "Pg")), inherited page)
local stm = select(2, value(dict, "Stm"))

local stream id = stm and object stream(stm, page) or page stream(page)
write record(f, "kid", {

__order = { "parent", "index", "kind", "page", "stream", "mcid" },
parent = parent, index = index, kind = "mcr", page = page or 0,
stream = stream _id, mcid = mcid,
})
return page
end
local walk

local function walkkid(parent, index, kid, inherited page)

The polymorphic /K grammar is normalized into explicit node, MCR, and OBJR children.

local kid type = pdfe.type(kid)

if type(kid) == "number" then
write record(f, "kid", {
__order = { "parent", "index", "kind", "page", "stream", "mcid" },
parent = parent, index = index, kind = "mcr", page = inherited page or
— 0,
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stream = page stream(inherited page), mcid = kid,

})
return inherited page
elseif kid type == "pdfe.dictionary" or kid type == "pdfe.reference" then

local dict = as_dict(kid)
if not dict then return nil end
local typ = pdf name(dict, "Type")
if typ == "OBJR" then
local , object = value(dict, "Obj")
local annotation = annotation by object[ref number(object)]
if annotation then
annotation.parent = parent
write record(f, "kid", {
__order = { "parent", "index", "kind", "ref" 1},
parent = parent, index = index, kind = "objr", ref = annotation.id,
})
end
return page_from ref(select(2, value(dict, "Pg")), inherited page)
end
if typ == "MCR" or select(2, value(dict, "MCID")) ~= nil then
return emit mcr(parent, index, dict, inherited page)
end
local child id, child page = walk(dict, inherited page, ref number(kid))
if child id then
write record(f, "kid", {

__order = { "parent", "index", "kind", "ref" 1},
parent = parent, index = index, kind = "node", ref = child id,
})
end
return child page
end
end

walk = function(dict, inherited page, supplied object number)
Indirect StructElem objects referenced more than once retain graph identity.

local object number = supplied object number or ref number(dict)
if object number and seen[object number] then

local id = seen[object number]

return id, node meta[id] and node meta[id].first page
end

local id = newid()
if object number then seen[object number] = id end
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local role = pdf name(dict, "S") or "Div"

local own page = page from ref(select(2, value(dict, "Pg")), inherited page)
own_page = own_page or (object number and struct page[object number])

local title = pdf string(dict, "T")

local actual = pdf_string(dict, "ActualText")

local alt = pdf string(dict, "Alt")

local lang = pdf string(dict, "Lang")

write record(f, "node", {
__order = { "id", "role", "title", "actualtext", "alt", "lang" },
id = id, role = role, title = title, actualtext = actual, alt = alt, lang
— = lang,

})

local heading record
if role:match("~H[1-6]%$") then
local text = actual or title or alt
heading record = {
node = id, role = role, page = 0,
text = text, source = actual and "ActualText" or title and "T" or alt
— and "Alt" or "missing",
}
headings[#headings + 1] = heading record
end

local first page = own_page
local , kids = value(dict, "K")
local array = as_array(kids)
if array then
for index = 1, #array do
local , kid = pdfe.getfromarray(array, index)
first page = min page(first page, walkkid(id, index, kid, own page))
end
elseif kids ~= nil then
first page = min page(first page, walkkid(id, 1, kids, own_page))
end

node meta[id] = { first page = first page, role = role }
if heading record then heading record.page = first page or 0 end
return id, first page

end

Root and deferred records Navigation and annotations follow the structure graph while pre-
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serving source order.

local , root kids = value(root, "K")
local roots, array = {}, as_array(root_kids)
if array then
for index = 1, #array do
local , kid = pdfe.getfromarray(array, index)
local dict = as_dict(kid)
if dict then roots[#roots + 1] = (walk(dict, nil, ref number(kid))) end
end
else
local dict = as dict(root kids)
if dict then roots[1] = (walk(dict, nil, ref number(root kids))) end
end

for index, id in ipairs(roots) do

write record(f, "root", { order = { "index", "node" }, index = index, node
— =1d })
end
for , heading in ipairs(headings) do
write record(f, "heading", {
__order = { "node", "role", "page", "text", "source" },

node = heading.node, role = heading.role, page = heading.page,
text = heading.text, source = heading.source,

})
end
for , destination in ipairs(destinations) do
write record(f, "destination", {
__order = { "id", "name", "page", "view", "argl", "arg2", "arg3", "arg4"
- 1}

id = destination.id, name = destination.name, page = destination.page,
view = destination.view, argl = destination.argl, arg2 = destination.arg2,
arg3 = destination.arg3, arg4 = destination.arg4,

})
end
for , annotation in ipairs(annotations) do
write record(f, "annotation", {
__order = {
"id", "page", "subtype", "action", "destination", "uri", "file",
"remote-destination", "remote-page", "remote-view", "parent",
"1ix", "1ly", "urx", "ury",
"osglecture-unit", "osglecture-doctype", "osglecture-lang",
"osglecture-source-page",
}

id = annotation.id, page = annotation.page, subtype = annotation.subtype,
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action = annotation.action, destination = annotation.destination,

uri = annotation.uri, file = annotation.file,

["remote-destination"] = annotation["remote-destination"],

["remote-page"] = annotation["remote-page"],

["remote-view"] = annotation["remote-view"],

parent = annotation.parent,

1lx = annotation.llx, lly = annotation.lly,

urx = annotation.urx, ury = annotation.ury,

["osglecture-unit"] = annotation["osglecture-unit"],

["osglecture-doctype"] = annotation["osglecture-doctype"],

["osglecture-lang"] = annotation["osglecture-lang"],

["osglecture-source-page"] = annotation["osglecture-source-page"],
1)

end

f:close()

pdfe.close(doc)

return outname
end

The empty optional argument of \tagpaxextract arrives as an empty string. Conversion to nil
stays in Lua so the \directlua call remains one expression despite the space catcodes set by
\ExplSyntaxO0n.

function M.extract command(filename, outname)
return M.extract(filename, outname ~= "" and outname or nil)
end

Compatibility facade Reading and validation live in dedicated modules; these functions forward
without duplicate implementation.

function M.read(filename)
return ir_reader.read(filename)
end

function M.validate(ir)
return validator.validate(ir)
end

TEX navigation adapter Only validated heading records cross from Lua into TEX macro argu-
ments. The escaping itself lives in tagpax-ir.lua (with the rationale for covering every relevant
character); only the normalization of embedded line breaks — not permitted inside a single TEX
argument - is added here.
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nction tex escape(s)
(ir _reader.tex_escape(s):gsub("\r?\n", " "))

M.emit_tex_headings(filename)
ir = M.read(filename)
ok, errors = M.validate(ir)

ok then error("invalid tagpax IR: " .. table.concat(errors, "; ")) end
heading in ipairs(ir.headings) do
eading.text and heading.text ~= "" then
x.sprint(string.format(

"\\tagpax_heading record:nnnn{%s}{%s}{%s}{%s}",
heading.role, heading.page, heading.node, tex escape(heading.text)
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